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Abstract

One of the current issues with document retrieval is that it is not fully understood why
some algorithms are better than others. Much of this confusion is due to evaluations
typically being done on a set of user—defined queries. Such evaluations have little
control over the amount of information in the query. Without this control it is
difficult to know what are the causes of a given retrieval performance. Proposed
here is a new evaluation method that addresses this lack of control; algorithms are
tested on queries that are autonomously generated from predefined relevant sets of
documents. Relative entropy is used to discover the most discriminating terms which
are used to manufacture these queries. In this work, two blind relevance feedback
(BRF) approaches are evaluated using these controlled queries. The results indicate
that BRF does not improve retrieval performance for queries composed of only the

most discriminating terms.

ix
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Chapter 1

Introduction

Presented in this thesis is a rigorous investigation of Blind Relevance Feedback (BRF),
a technique that attempts to improve the performance of document retrieval systems
by assuming that the top ranked documents are always relevant to the user. Tra-
ditionally retrieval systems are tested on queries authored by users. The fault with
this practice is that there is very little control over the size of the user’s search fo-
cus, their notion of relevancy, and the quality of queries they issue. This method of
evaluation does indicate whether or not retrieval algorithms work and if the users are
satisfied with them but it is difficult to understand why they work and why some
are better than others in different situations. To address this lack of understanding,
this work proposes a new approach for evaluating document retrieval algorithms that
generates sets of queries of varying quality in a controlled manner. In this work, sets
of these controlled queries are developed and tested on various retrieval algorithms

incorporating BRF.

Document retrieval systems [5], popularly known as search engines, tackle an
interesting problem domain where users formulate their information needs as queries.
Search engines process these queries and retrieve documents accordingly in an attempt
to satisfy them. Typical search engines process queries independently of users and
return the same retrieved set to the ones that issue the same query. Here lies the
weakness; this model assumes that users can adequately depict their information
need in a query. Query formation, however, is a difficult task and very often high

performance queries are long, complex, and unintuitive.

Users typically issue short queries consisting of 2 to 3 terms [43]. Such queries lack
much information regarding the user need and consequently are ambiguous. This con-
fusion is due to users having differing experiences, preferences, and education levels;
factors such as these form what is known as the user context. As each user has their

own unique context, they will have different ways of expressing their needs through
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queries. This issue manifests itself as synonymy, many different terms having the
same meaning, and polysemy, a term having many different meanings. Short queries
simply lack the contextual information regarding the user to precisely define their
information need. These queries are therefore ambiguous and cause poor retrieval

performance.

As retrieval systems index more documents, the issue of user query formation
becomes more serious. A lot of work has been done in order to help users overcome
it though. Rocchio and Salton [35] published some of the first work in this area
with the Rocchio relevance feedback algorithm. Relevance information is extracted
directly from users in the form of relevance judgments or ratings; this type of feedback
is known as explicit feedback. Since Rocchio’s work there have been many different
explicit feedback approaches developed. However it was discovered that, regardless
of the approach, users tend to not give feedback. Apparently the reward of improved
retrieval performance was not enough incentive for users. Work has been done on
automatically extracting feedback from users. This relevance data is based on user
behavior like the amount of time that one spends browsing documents; this type of
feedback is known as implicit feedback [9]. However, it is interesting to note that
recently Kelly et al. [22] have shown that the relationship between the time spent on

a Web page and relevancy is not a direct one.

BRF is a straightforward approach to implicit feedback where after the user is-
sues the initial query the top ranked documents in the retrieved set are assumed to
be relevant and are automatically used as positive feedback in a second search. This
technique was initially introduced during TREC-2 [15] and has since been the auto-
matic feedback approach used in many works [8, 14, 17, 25, 27, 28, 49, 51| include the
automatic query expansion feature in MySQL [29]. The simplicity of the approach,
combined with its beneficial effects on retrieval performance, makes it very attractive.
However, it makes two assumptions: the top ranked documents are relevant and they
encompass the user’s information need. Typically these assumptions do not hold as
generally some of the top ranked documents will not be relevant and the top ranked
documents usually do not fully describe the user’s need. Non—relevant documents are
referred to as noise. BRF has no mechanism for dealing with noise in the top ranked

documents and consequently it is propagated in the feedback [27]. The root of this
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issue is recognizing when the top ranked documents generally do represent the user
information need and when they do not. If this can be discovered beforehand then it
can be determined when BRF should be employed.

The documents in the retrieved set are dependent on the query. Thus, in order
to determine when the top ranked documents are suitable for BRF, there has to be
control over the quality of the queries during the evaluation. This thesis addresses
this issue by proposing a new method for evaluating document retrieval algorithms
by using queries that are generated based on a predefined target set of documents,
a relevant set, where the amount of information each query contains is controlled.
This new style of evaluation provides the beginnings for an investigation of why BRF

works by identifying a set of queries that it should not be used for.

Hypothesis — Blind Relevance Feedback does not improve the retrieval performance
of queries constructed from only the most discriminating terms, based on rela-

tive entropy, for a relevant set.

In order to create sets of queries in a controlled manner it has to be identified what
terms most distinguish the relevant set from the corpus. This is accomplished by first
creating language models [30, 44] of the relevant set and the corpus. Relative entropy
[10] is then used to compare these two models to discover these discriminating terms.
Further explanation of this controlled query generation process is reserved for chapter
3.

The proposed approach for evaluation can be used on any document retrieval
algorithm. However, in this work, attention is given to BRF. While it has been shown
that BRF does improve retrieval performance over algorithms not using feedback, very
little is known as to why it works. A greater understanding of BRF has important

consequences:

Knowing when to employ BRF — typically systems implementating BREF per-
form it for every query. If it can be detected when a user has issued an unsuitable

query, BRF could be disabled preventing further decay in performance.

Discovering how to improve BRF — currently it is not well understood why BRF

seems to improve performance in some instances and decreases it in others.
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Greater comprehension of why it works can help guide the development of new

algorithms employing BRF.

Uncontrolled
Environment

= D '

Retrieval Algorithm

Figure 1.1: Conventional approach to evaluating document retrieval algorithms — In
the conventional approach the user generates the query and is responsible for judging
the relevancy of documents. In this approach there is very little control over how
much information is contained in the query, the focus of the user’s search, and the
user’s notion of relevance.

w Evaluation

Controlled f - B Evaluation
Environment =

A

Retrieval Algorithm

Relevant
Set

Figure 1.2: Proposed approach to evaluating document retrieval algorithms — In the
approach proposed in this thesis, the user is removed from the query generation pro-
cess. Queries are instead manufactured from predefined relevant sets of documents.
This allows for direct control over how much information is contained in a particular
query.

There are two contributions that this work makes. The first is a rigorous ex-

amination of the effects of employing BRF on retrieval algorithms. Previously this
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technique has been implemented in retrieval systems and tested on user generated
query sets in an ad hoc manner. Here, BRF is trialed on sets of synthetic queries
that are increasing in quality created in a controlled manner. Though these trials are
artificial in nature, this granularity is required in order to begin to truly understand
why BRF works for some types of queries and fails for others and where it is best
used.

The second contribution made here is a new technique for evaluating document
retrieval algorithms. Sets of controlled test queries of varying quality are generated
and used for the experimental trials. Previously, most system evaluations conducted
involved users where they authored the queries. While human candidates may create
more realistic queries, there is a lack of control and reproducability. The technique
presented here provides a mechanism for controlling query quality thus providing a
means not only to evaluate the performance of BRF but any retrieval algorithm in
a regimented manner where query quality can be altered incrementally. The field of

information retrieval currently is in need of this kind of evaluation [3].



Chapter 2

Background

The first two sections of this chapter present a review of classical document retrieval
algorithms and metrics used to measure retrieval performance. These algorithms
form the foundation for most work in document retrieval. The vector space model
(VSM) in particular is one of the algorithms that is tested in the experimental trials
presented in chapter 4. The following section discusses language modeling techniques
that have been developed for information retrieval. Language modeling plays both
a part in generating the queries used in the experimental trials and as a trialed
retrieval algorithm. The fourth section is devoted to relevance feedback and blind
relevance feedback (BRF) techniques as they are core components of this thesis. The
final section of this chapter will be about relative entropy, a method for comparing
probabilistic models. This thesis uses relative entropy in combination with language
modeling to generate the query sets in a controlled manner. This process is discussed

in Chapter 3.

2.1 Classical Document Retrieval Algorithms

There are three classical approaches to document retrieval [6]; they are Boolean,
vector space, and probabilistic modeling. Boolean models retrieve documents based
on whether or not they contain combinations of specified query terms. Queries for
Boolean retrieval systems typically take the shape of Boolean expressions where the
operands are terms. Documents which satisfy the Boolean expression query are con-
sequently retrieved. The primary advantage of the Boolean model is that it is simple
to implement and understand conceptually. The disadvantage of it is that there is no
mechanism for ranking documents. Furthermore, forming complex Boolean queries
is a demanding task for typical users.

VSM [40] creates a term document matrix (TD-matrix) in which each document

is represented by a vector of term weights. Retrieval is conducted by treating the
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query as a pseudo document and extracting the most similar document vectors in
the TD-matrix. Probabilistic models, on the other hand, attempt to estimate the
probability of any document being relevant to a query. The following two sub-sections

discuss VSM and probabilistic modeling approaches further.

2.1.1 Vector Space Modeling

The VSM treats a corpus like a TD—matrix where each dimension represents a dif-
ferent term in the corpus. A document is represented by a particular term document
vector. The values that a document has for each dimension in the vector are term
weights calculated using term frequencies and inverse document frequencies. The
comparison between two documents or a document and an ad hoc query is done us-
ing a similarity calculation, typically the cosine function which computes the angle
between two vectors. Figure 2.1 gives a simple illustration of how the cosine similar-
ity function works. The document and the query are considered to be two vectors in
the vector space, in the case of figure 2.1 a 2 dimensional space. It is assumed that
the smaller the angle between the document and query vectors the more similar they
are to each other. The cosine of this angle gives a similarity value between 0 and 1
where 1 means that the document and query are exactly alike and 0 means they are
complete opposites. It is important to note though that the vector space for a typical

corpus has a large number of dimensions, usually in the range of thousands.

As mentioned previously, term weights for the dimensions of a vector are calculated
by combining term and inverse document frequencies. The term frequency, tf, for
a particular term is the number of times it occurs within the document in question
as shown in equation 2.1. It is assumed that the more frequently a term occurs in a
document, the more important it is. However, it is also recognized that some terms
appear in more documents than others. The more documents that a term appears in,
the less power it has to distinguish them. Stop words, words that occur in virtually
every document but have little or no meaning like “the” and “at”, are an example
of these kinds of terms. The inverse document frequency, idf, is the log of the total
number of documents in the corpus divided by the number of documents that contain

the given term. The specifics of this calculation are shown in equation 2.2 Thus, the



Document

* Query

Figure 2.1: Cosine Similarity - the cosine similarity between a document and a query
is the cosine of the angle between them.

fewer documents a term is in, the more important it is.

f redt,q,
max(freqq, )

where ¢ is a given term and dj, is a document in the corpus. freg 4, is the frequency

tfra, = (2.1)

of t in dj and freqq, is the set of term frequencies for d;. This equation gives the
normalized term frequency.
N
idfy = log — (2.2)
L
where N is the total number of documents in the corpus and n; is the number of
documents that contain ¢. Term weight, w, given by equation 2.3 combines ¢f and

vdf by multiplying them together. In a sense, one can think of idf as a regulator for

tf in the term weight calculation.

wt,dk - tft,dk X det (23)

The specifics of the cosine similarity calculation, simy gar, are below:

_ dpeq > wWig X Wig

|de] % N 2 2
x| < Jal Zt Wy g, X Zt Wi 4

VSM has been used as a baseline retrieval algorithm [40]. There have been several

simy s (di, q) (2.4)

extensions to the VSM algorithm [4, 26, 52]. However it is interesting that after
all this work there is no variant that clearly outperforms the original VSM for all

circumstances.



2.1.2 Probabilistic Modeling

Robertson is responsible for some of the more popular work in probabilistic modeling.
He, along with Sparck Jones [34], developed what is now known as the classical

probabilistic model for information retrieval.

: P(R|dy,)

simpu(di, q) = m (2.5)
The above equation defines the similarity between a document d; and a query ¢ as
the ratio between the posterior probabilities of it being relevant, R , or not, B. The
assumption is made that there exists a set of relevant documents for every query. This
set will be referred to as the relevant set. The documents that have membership in
this set should have the highest probability of being in it and the lowest probability for
the contrary. For computational purposes, Bayes’s rule is used to redefine similarity

as: | o a) = P(dg|R) x P(R) _ P(dy|R)
stmppy(Qk,q) = P(dk|R) % P(R) N P(dk|R)

The prior probabilities for relevancy, P(R) and P(R), are the same for every document

(2.6)

thus can be ignored. In this model, documents can be viewed as a vector of terms.
Assuming term independence, similarity can be computed based on the occurrence
of query terms in the documents. Thus, the overall similarity of a document, dj, to

a query, ¢, can be calculated by the equation below.

simpn (dy, q) = (Hg(t,dk)zl,teq P(t|R)) x (Hg(t7dk):0’t6q P(t|R)) 27
puldi, q) = _ o '
(Hg(t,dk):l,teq P(t’R)) X (Hg(t7dk):0,teq P(t’R))

The function g(t,dy) returns 1 if term ¢ is present in document dj and 0 if it is

not. By taking the logarithm and replacing P(¢|R) with 1 — P(t|R) and P(f|R) with

1 — P(t|R), the similarity can be computed as follows:

P(t|R) 1 - P(t|R)

—ren Tt pam ) Y

simp (dis @) ~ Y g(t, di) x (log

teq
Hence we arrive at Robertson’s recognized formula for the weight, w;, of a term

present in a document: ~

. P(R)(1 - P({[R))
P(t|R)(1 - P(t|R))

This model also assumes that the relevant set can be adequately defined by query

(2.9)

Wy =

and document representations. However, in order to compute term weight some
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estimation of the relevant set is required; such estimates can be achieved through
relevance feedback, a technique explained in section 2.4. It is a common practice to
pad these probabilistic estimations with a constant to avoid a probability of zero.

A drawback of this approach is that it does not consider the within document
term frequency. This is addressed by Robertson et al. in their work on the best
match (BM) series of algorithms, including BM25, which have been shown to have
better retrieval performance over classical probabilistic modeling [31, 32]. The BM
models are a direct descendent of this classical approach however further discussion

of them is beyond the scope of this thesis.

2.2 Metrics

In the previous section, classical document retrieval algorithms were presented. It is
from these algorithms that many current approaches find their roots. To compare
document retrieval algorithms with each other there are a variety of standard metrics
[6] that can be used. Metrics rate particular aspects of a retrieval algorithm such as
how many documents in the retrieved set are relevant or how many out of the set of

relevant documents were retrieved.

2.2.1 Precision and Recall

The most basic metrics in information retrieval are precision and recall. Precision
is the ratio between the number of documents in the retrieved set that are relevant
and the size of the retrieved set. Recall is the ratio between the number of rele-
vant documents retrieved and the total number of relevant documents in the corpus.

Essentially precision and recall measure accuracy and coverage of the retrieved set.

|Drelevant N Dretrieved|

precision = (2.10)

|Dretrieved|

’Drelewant N Dretrieued’

recall = (2.11)

|Drelevant|
where D, cjevant and Dyepricveq Tepresent the set of relevant documents in the corpus and

the retrieved set respectively. When examining the performance of a set of queries,
there are two methods for calculating precision and recall; they are referred to as

macro and micro. The macro approach computes a metric by taking its average
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performance over the set of queries. The micro approach, instead of averaging, cal-
culates a metric by using the total number of relevant documents retrieved and the
total number of document retrieved for the entire set of queries.

One of the weaknesses with the precision and recall metrics is that they have to be
measured at intervals. It is often necessary to interpolated precision and recall so that
precision can be observed at different levels of recall. This quality makes it difficult
for precision or recall to summarize the performance of a system. Another issue is
that, with large corpora, it is difficult to determine the size of the relevant document
set. Consequently, it may not be reasonable to measure recall leaving precision to
be calculated over the top ranked documents. However, precision alone will not take

into account the size of the relevant sets.

2.2.2 Mean Average Precision

The mean average precision (MAP) is a summarization metric. It is more specifically
the mean of the average precision after relevant documents have been seen. Average
precision, as shown in equation 2.12; is calculated by first summing the precision after
each relevant document is seen in the retrieved set. Next, this value is divided by the

total number of relevant documents that were retrieved.
precision at dy,

S an dkEDrelevantmDretrieved
average precision = (2.12)
g ‘Drelevant N Dretrieved’
MAP is computed by the equation below.
> o average precision,,
MAP = 24 Kl (2.13)

Q]

where () is the set of queries used to test the retrieval system. The advantage of
this metric is that it offers a summary of how accurate the algorithm is over the test
queries. The drawback is that it does not account for recall. So an algorithm can
have a reasonably good MAP if it retrieves only a portion of the relevant documents
so long as they are ranked high. Consequently this metric is often used with one that

accounts for recall.

2.2.3 R-—precision

R—Precision is a metric that complements MAP well as it depicts the overall recall of

the top ranked documents. This is accomplished by measuring the precision of the
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top R documents in the retrieved set where R is the number of relevant documents
there are for the query. Of course, this means that the relevant set has to be well

defined before this metric can be used properly.

|Drelevant N Dtop R|
‘pr R|

Dyop g is the top R documents in the retrieved set. Obviously ideal performance, all

R—Precision = (2.14)

the relevant documents are in the top rank, is achieved when R—Precision is high. If
R-precision is low then it is useful to observe MAP to determine if relevant documents

were simply ranked low or not retrieved at all.

2.3 Language Modeling

A relatively new approach to document retrieval is language modeling [30, 44]. It is a
probabilistic approach to document retrieval though it is different from the classical
approach as it does not attempt to segregate documents into relevant and non-relevant
groups. Instead, language modeling derives models for every document. Documents
are retrieved based on how likely their models would produce the query. A document
model, more specifically, is the probability distribution of the vocabulary used by the
corpus for a given document. This model can be approximated using the maximum

likelihood estimate (MLE).

Pra(t]dy) = ZLCe (2.15)

a > freqa,
where ¢ is the term in question, dj, is a document in the corpus, freg; q, is the frequency
with which ¢ occurs in dj, and ) fregq, is the sum of all the term frequencies in dj.
The problem with the MLE is that it assigns probabilities of zero to terms that do
not occur in the document. This is a rather harsh assumption; just because a term
does not occur in a document does not mean its model will never produce it. Thus
some sort of smoothing has to be employed to get rid of these zero probabilities.
Typically the probability of a term occurring in the corpus is used when the term is
not present in a given document; this is referred to as a fallback probability. Hence

the probability distribution for a document is:

P,(t|d here ¢ is in d
P(t|dk):{ (tldy)  where ¢is in d (2.16)

aPeorpus(t) otherwise
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where Py(t|dg) is the smoothed probability of term ¢ in document dj, Proppus(t) is
the probability of term ¢ in the corpus, and « is a constant set heuristically that
is typically less than 1 used to regulate how much of an effect Py pus(t) has on the
model. P.,,pus(%) is typically approximated using the MLE. The reason Py pys(t) must
be regulated is that the sum of all the probabilities in the model should be equal to
one in order for it to be a probability mass function. In other words, smoothing
should move probability mass from terms that have been seen in the document and

allocate it to terms that have not. In [30] though, o was set to 1.

There are a variety of smoothing methods that can be employed for P(t|dy). In
[30], a risk function is used to control how much the mean probability and maximum
likelihood contribute. This function is based on how much the frequency for a given
term differs from its average frequency over documents that contain it. In [44] a
Good Turing approach was tried. In this technique, the probability for a given term

is smoothed by a ratio of terms with similar frequencies in at least one document.

Zhai and Lafferty [50] examine three popular interpolation smoothing methods,
Jelinek-Mercer, Bayesian smoothing using Dirichlet priors, and absolute discount-
ing. The Jelinek-Mercer combines the MLE for a document directly with the corpus
model while Dirichlet priors alters the term frequencies prior to the MLE calcula-
tion. Similarly, absolute discounting deducts a constant from all term frequencies
before the MLE is computed. They found that smoothing generally improves re-
trieval performance. They also discovered that in general the Jelinek-Mercer and the
Dirichlet priors smoothing methods tended to improve performance more than the
absolute discounting method; Dirichlet priors performed the best on short queries
while Jelinek-Mercer was the best on long ones. Table 2.1 summaries these three

methods.

It should be noted that there is a small fault with language modeling. Terms that
have stop word characteristics in a corpus may cause problems. If such a frequently
used term is not present in a given document it may contribute more weight to the
document model than if it was. Such instances are rare especially in heterogeneous
corpora. However, it can occur in specific document sets and measures of some sort

should be taken. As to what measures they might be, that is still an open question.
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Smoothing Py(t|dy) o Comment
Method
Jelinek- (1 — X)Poi(t|di) + APeorpus () A Performs well on
Mercer long queries
Dirichlet b dk);_ )\Pc)(\)rp us () ﬁ Performs well on
priors i + [l + A | hort queries

— P
Absolute max(c(t, d) )\’063 = Auldi) Peorpus () /\ucgdk) Outperformed by
discounting [ | Jelinek-Mercer and

Dirichlet priors

Table 2.1: 3 popular interpolation smoothing methods - u(dy) is a function which
returns the number of unique terms in document dj.

An effective means of performing retrieval from these document models was devel-
oped by Song et al. [44] The query terms are considered to be a sequence of events.
Documents are retrieved and ranked based on the probability that their models would

generate the query as a random event as illustrated in equation 2.17

$iMisong (di, @) = | [ P(¢ldk) (2.17)

teq
Ponte et al. who first published the use of language modeling for document re-
trieval [30] developed a slightly different retrieval algorithm that does not incorporate
query term frequencies. It was shown that Song’s algorithm outperforms Ponte’s and

consequently will be one of the tested algorithms as described in chapter 4.

2.4 Relevance Feedback

The previous sections have discussed in some detail several document retrieval algo-
rithms. The real issue that the algorithms all have to deal with is how to best interpret
the user query in order to determine which documents they want. Document retrieval
would be a relatively trivial task if users could simply list the identification numbers
of the documents that they want to read. However, users generally do not know
which documents they want. Users do know that they have an information need and
that somehow they must convey that need to the retrieval system. Unfortunately,
natural language queries are typically ambiguous. In this situation people are victims

of their own ability to express themselves. There are many ways people can express
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a particular information need in a query and consequently ambiguity can arise. This
problem is further amplified by the tendency of users to issue short queries [43] even
though it has been shown that using longer ones increases their satisfaction [7].

To cope with this problem of query formation Rocchio and Salton [35] introduced
the concept of relevance feedback. Instead of issuing a query and then being left with
the option of either accepting the retrieved set or modifying the query, the user can
provide feedback on the retrieved documents. This feedback is used to modify the

initial query. The steps of a typical feedback algorithm are as follows:
Step 1 The user issues a query and the corresponding retrieved set is returned
Step 2 The user provides judgments on the retrieved set

Step 3 These judgments are combined with the query by changing term weights and

adding new terms. A new query, (;.1, is formed as result
Step 4 The new query is issued and the corresponding retrieved set is returned
Step 5 Repeat steps 2 - 4 until the user is satisfied with the retrieved set of documents

The Rocchio feedback algorithm requires users to make judgments on individual
documents that are retrieved using the VSM. Feedback is incorporated into the search

process using equation 2.18:

ZdED d ZdeD d
Qior = aQy + F Dy S
[ Dpos | Dreg|

(2.18)

Q; and ;1 stand for the current and newly expanded queries respectively. D, and
Dy,eq represent sets of documents judged to be relevant and not relevant by the user
for the current query session. The «, 3, and v are constants that regulate how much
impact the original query, positive feedback, and negative feedback have on the future
query respectively. Ide [20] experimented with the number of relevance judgments
incorporated into ();.; and differences between positive and negative feedback. Salton
[39] conducted a survey of variants of the Rocchio algorithm and the constants to
determine if there was a clear top performer. Both Ide and Salton found that there was
no optimal amount of feedback or values for the constants however in all instances they

found that feedback approaches improved overall retrieval performance. Salton also
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offers an analysis of various feedback approaches for estimating P(t|R) and P(t|R)

for probabilistic modeling.

Feedback does not necessarily have to be given on retrieved documents. In some
recent work by Kruschwitz [23] users are asked to give judgments on concepts to
narrow or broaden their queries. The HARD track at TREC [18] was started in 2003
in an effort to explore the incorporation of user contextual information into the search
process. While approaches taken in 2003 failed to exploit stored user contextually
information, there were a number of successful approaches developed for gathering
feedback. Users were asked for feedback based on passages [33], sentences, noun
phrases [47], and document clusters [1, 19, 42]. From the retrieval systems tested,
it was found that judgments made on noun phrases were the most effective form of
feedback. As well, systems that incorporated feedback on document clusters also

experienced noticable improvements in retrieval performance.

The type of feedback which has been discussed thus far is classified as explicit
feedback. This kind of feedback is given directly as user input, typically relevance
judgments. Soliciting feedback from users poses a significant issue as users tend to
minimize the amount of interaction that they have to do [41]. Without feedback
these algorithms can not be used. Implicit feedback [9] attempts to avoid this issue
by gathering relevance information based on user behavior. However, there is still
much work left to determine a useful relation between user browsing behavior and

the relevancy of the browsed material [22].

Allan found that in information filtering tasks only a small amount of feedback
was required to notice substantial improvements [2]. In earlier work on contextual re-
trieval approaches [21], feedback is used to build user profiles to help enhance retrieval
performance over time. The benefits of relevance feedback are obvious. However, it
appears that the relation between feedback and improvements in retrieval perfor-

mance is a non—linear one.

2.5 Blind Relevance Feedback

As described in the previous section, relevance feedback can significantly improve re-

trieval performance. The issue is getting that relevance feedback. Explicit feedback
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encounters problems in soliciting it from users. Implicit feedback has issues in deter-
mining the relation between user behavior and document relevancy. Blind relevance
feedback (BRF) avoids these issues all together by assuming that the top ranked doc-
uments are relevant and can be used as feedback. This technique is also known as
pseudo relevance feedback, local feedback, and ad hoc feedback. BRF has received
a lot of attention as it is a simple means of gathering relevance data that does not

disrupt user searching behavior.

An issue with BRF is the assumption that the top ranked documents are relevant.
Typically, there will be some non-relevant documents in the top rank. These docu-
ments are referred to as noise. Treating noise as relevant results in its propagation

into the modified query. This situation is referred to as query drift [27].

Several approaches have been explored in an attempt to minimize query drift and
improve BRF. Such experiments include varying the number of top ranked documents
to use for feedback [28], varying the number of terms extracted from those documents
[17], and using the locality of query terms within each document to determine which
terms to extract [17, 49]. Locality is an attractive venue for exploration as it is
hypothesized that it will help reduce the within document noise by ignoring sections
that are not relevant to the user. The optimal number of documents and terms
used for feedback generally depends on the query. This has lead to Sakai’s work with
optimization tables [36, 37, 38]. In this approach, a set of queries with known relevant
document sets is used as training data. Sakai classifies these queries using various
heuristics such as the number of search terms and the score of the highest ranking
document. For each class of queries the optimal number of documents and terms
to use for BRF is determined; these values are used to fill an optimization table.
Queries issued by the user are then classified and the appropriate settings for BRF
are looked up. While this approach has been shown to improve retrieval performance,
it use of heuristics and training data may make it difficult to setup and maintain in

a production environment.

Another approach that has been taken to help minimize query drift is re-ranking
the initial set of retrieved documents [14, 27] before performing BRF. The idea behind
this approach is that a document retrieval algorithm will generally retrieve some

documents that are of interest to the user for a given query. In using a document
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re—ranking algorithm to preprocess the retrieved set, it is hoped that more relevant
documents can be discovered thus improving the feedback that is used for BRF.

An issue with the above BRF techniques is that all documents that are used
for feedback are treated the same. However, based on the initial retrieved set of
documents, not all such documents are necessarily equally relevant. Typical document
retrieval algorithms associate a rank and a score with documents in the retrieved
set. The score given by an algorithm represents how well the document meets the
specifications of a particular query. Thus, the higher the score an algorithm assigns a
document, the more relevant it should be. The argument can be made that documents

with higher retrieval scores should contribute more to the feedback used in BRF.

2.5.1 Relevance Models

Lavrenko and Croft [11, 25] have used language modeling to develop a BRF system
where the contribution of a feedback document depends on its retrieval score. This
approach is referred to as relevance modeling. It uses the top ranked documents to
estimate the relevancy of terms in Robertson’s probability ranking principle:

P(dy|R PR
8-

P(delR) 5

(2.19)

where P(di|R) and P(¢|R) represent the probability of document dj and term ¢ given
that they are relevant and P(dy|R) and P(t|R) represent the probability of them
given that they are not.

P(t|R) = Peorpus(t) (2.20)

~ P(t7 q1, 7Qn)
P(R) & ~p (2.21)
P(qr o) = 3 Pt a1, ... qn) (2.22)

The probability of ¢ given that it is not relevant, P(¢|R), is estimated using the
corpus model. The probability of it given that it is relevant, P(¢|R), is estimated
in terms of P(t,q, ..., ¢,), the probability that the relevance model will generate the
term ¢ and the query terms gy, ...,q, as a random event. Lavrenko et al. present

two methods in their work for calculating this probability based on the top ranked
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documents. The first, equation 2.23, assumes independence between the query terms

and the terms in the vocabulary.

k

P(tiqi,nqn) = Y P(dp)P(tlde) [ | Plaildi) (2.23)

dxr€Drop_N =1
where P(t|d;) and P(g;|dy,) are the probabilities of term ¢ and query term ¢; occurring
given the term distribution derived from dy, its language model. Drop_y is the set of
top ranked documents in the retrieved set. The above computation is simply the sum
of the probabilities for ¢ being produced by the models for the top ranked documents
regulated by the probability of these models producing the query terms; Lavrenko et
al. refer to this approach as Method 1. The second approach, referred to as Method
2 and, illustrated by equation 2.24, assumes a dependency between the query terms

and terms in the vocabulary.
i=1

Lavrenko et al. estimates the probability of a query term, ¢;, given a term, ¢, in the

vocabulary with the following:

P(glt)= Y P(dlt)P(gildy) (2.25)

dreDrop_N

Hence we have the following:

n
Pt q0) = PO ] D Pldlt)P(aild) (2.26)
i=1 dyeDrop.n

These two approaches combine term distributions to form a new one. In Lavrenko’s
work, the top 50 ranked documents in the retrieved set are used for Dyop_ny. Not
surprisingly, in the reported results the relative entropy, discussed in section 2.6, be-
tween the relevance models constructed in this manner and the models constructed
from the true set of relevant documents is quite high. Lavrenko et al. was however
still able to show that these models were able to improve retrieval and topic tracking

performance over traditional language modeling on the retrieval and topic tracking
TREC corpora.
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2.6 Relative Entropy

The language modeling approach to information retrieval creates probabilistic mod-
els for every document in the corpus. Each document has a different probability
distribution over the vocabulary. They are essential probability mass functions over
a discrete and finite domain and so can be compared using relative entropy [10].

z)

P(
G(a)

relative entropy(P(z),G(x)) = Z P(z)log

zeX

(2.27)

where P(x) and G(z) are two probability mass functions.

Relative entropy is not a true distance metric as it fails the triangle inequality
and it is not symmetric. Suppose A, B, and C are three arbitary probability mass
functions. Failing the triangle inequality means that the following inequality does not
hold:

relative entropy(A, B) + relative entropy(B, C) >= relative entropy(A,C) (2.28)
Not being symmetric means that the following equality does not hold:
relative entropy(A, B) = relative entropy(B, A) (2.29)

Regardless, relative entropy can still be used to compare two probability distributions.
Obviously relative entropy is very attractive for language modeling techniques in
information retrieval as it provides a mechanism for comparing models to each other.
The smaller the relative entropy between two models the more similar they are.

A direct application of relative entropy to document retrieval can be found in work
done by Zhai and Lafferty [24]. Here models for both the query and the documents
are estimated and then compared using relative entropy. The assumption is that
documents that will satisfy the query will have language models similar to it. This
approach is different from previous language modeling techniques proposed by Ponte
[30] and Song [44] which the query was viewed as an event that could be produced
by document models. The issue here is how to approximate the query models. Often
times there is a very limited amount text data offered by the user. Zhai and Lafferty
proposed the use of Markov chains to smooth query models assuming that it would

add probability mass to terms that are semantically similar to the query terms. Zhai
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and Lafferty continued this work by experimenting with approaches for incorporating
relevance feedback [51] including one approach that generates a model that has the
minimum relative entropy between all feedback document models. However, only
BRF was explored in that work. Even so, their results indicate that retrieval perfor-
mance for this approach is better than both standard language modeling and Rocchio
algorithms.

An alternative use of relative entropy for BRF is automatic query expansion [§].
Instead of creating models of queries, a model is created from the top ranked doc-
uments. The terms that contribute the most to relative entropy between the model
of the top ranked documents and the model of the corpus are then used for query
expansion. In this work Cai et al. also explored other divergence scoring algorithms
and found their performance to be comparable to relative entropy. The results from
their trials show that this approach to query expansion may be more effective at
improving precision than the Rocchio algorithm.

Relative entropy has also been used to measure the quality of a query. Cronen-
Townsend et al. refer to the relative entropy between the model of the top ranked
documents and the model of the corpus as the clarity score [12, 13]. In the trials
that they conducted on several TREC corpora they discovered that the retrieval
performance of a query is positively correlated to the clarity score. The advantage
of this approach over other metrics is that it does not need to know the relevancy of
documents in the retrieved set. However, in an analysis that Turpin and Hersh [45]
conducted, it was found that there is no relation between clarity scoring and whether
or not the user was successful in satisfying their information need during a search
session. The clarity scores for the queries issued by the users in their study were

relatively low and did not improve as users performed manual query modification.

2.7 Summary

In this chapter, a brief overview was given of some of the work that has been done
in document retrieval. Classical algorithms such as VSM and probabilistic model-
ing form the basis of many current retrieval algorithms used today. As well, they
are commonly used as baselines for comparison against newly developed approaches.

Precision and recall are metrics that are sometimes used to conduct these comparisons
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however they do not summarize the performance of an algorithm very well where as
MAP and R-Precision do.

It was found that relevance feedback from the user can enhance retrieval perfor-
mance. However, users typically do not divulge much feedback if any. Thus automatic
methods for getting feedback were developed. One such popular method is BRF where
the top ranked documents in a retrieved set are used as positive feedback.

Language modeling is a relatively new approach to document retrieval where prob-
abilistic models are created for each document. Relevance modeling is a BRF tech-
nique for language modeling where a probabilistic model is constructed of the top
ranked documents in the retrieved set. Relative entropy is an function for comparing
two probability mass functions thus can be used to compare language models. BRF
and query expansion techniques incorporating relative entropy have been explored.

For most of the work presented in this chapter, the comparative analyses that
were conducted are based on user developed queries. The issue with such queries is
that it is difficult to determine how good one is compared to another. This issue is
due to the relevant set of documents for a user created query typically not being well
defined. As well, it is difficult to get two user created queries that have the same
relevant set. This lack of control over the queries used in analyses make it difficult
to determine if the performance seen is due to the quality of the queries, size of the
relevant sets, or the algorithm being examined. This work attempts to overcome this
issue by proposing an approach for generating queries in a controlled manner. This

process is presented in the next chapter.



Chapter 3

Methodology

The focus of this work is to identify conditions that cause blind relevance feedback
(BRF) to fail to improve retrieval performance. Queries depict user information needs
although how well queries articulate this need varies. To what extent one query
varies from another is difficult to determine as the relevant sets are generally not well
defined. There is a notion of query quality where high quality queries retrieve all the
documents that satisfy the user’s need without any noise. Lower quality queries will
achieve this to a lesser degree resulting in either not all the relevant documents being
retrieved or noise being mixed into the results or both. Users have been shown to
author these low quality queries rather than good ones [43]. This is not surprising as
creating a high quality query is more difficult than create low quality ones especially

with large or unfamiliar corpora.

There are a variety of methods to help users overcome this issue. Most involve
some level of user interaction beyond the initial query. The requirement for additional
user interaction, especially feedback, is problematic as users tend to minimize their
interactions and avoid relevance feedback interfaces [41]; BRF is a technique that
avoids this problem. BRF assumes that the top ranked documents in a retrieved
set are relevant to the user and uses them as feedback. Approaches that use BRF

automatically modify user queries without requiring additional interaction.

Two related problems arise; first is the tendency that users have of issuing low
quality queries and the second is the assumption that the top ranked documents are
relevant. The low quality queries issued by the user typically return noise in the
retrieved set thus questioning the validity of the assumption that BRF makes about
the top ranked queries. Yet, BRF, discussed in chapter 2, still has been shown in
previous work to improve retrieval performance thus demonstrating some robustness
to noise. As query quality is directly related to the amount of noise which ultimately

winds up in the retrieved set, this thesis proposes a novel techique for autonomously

23
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generating queries in a controlled manner using relative entropy to vary the amount of
information contained within them. The hypothesis is that BRF will fail to improve
performance on queries that are composed of terms which most distinguish a relevant
set from the corpus. The concept behind distinguishing terms can be traced back to
Salton’s notion of term discrimination defined in [40]. Relative entropy can be used to
discover these discriminating terms which in turn can be used to manufacture queries

of varying quality in a controlled manner.

3.1 The Queries

In order to test this hypothesis, a set of queries of varying quality is needed. While
having users derive these sets does make them actual queries that a user would issue,
such sets are difficult to obtain as not all users will come up with the same queries
and their relevancy to the retrieved documents is uncertain. In addition, the notion
of query quality for users is subjective. This is complicated further as the relevant
document sets for such queries are often loosely defined on the corpora for which they
are created as in the TREC HARD track for example.

Using automation to generate synthetic query sets has many attractive features.

They are as follows:

1. Control — automation allows for measurable control over the quality of the

queries which is not possible with user derived ones

2. Uniformity — relevant document sets are predefined and the query sets pertain-
ing to them are generated. All query sets are created under the same conditions

which is more difficult to do with users

3. Generation of queries on mass — automation allows for more queries to be create

in a short amount of time

4. Reproducibility — as users are not creating the queries, the same queries sets

are generated for the relevant sets each time

Whether automation or users are employed to create the query sets, they will be
artificial in nature. Thus for the advantages listed above, automation is used instead

of users to create the query sets.
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3.1.1 Controlled Query Generation

Measuring the quality of a query has traditionally been done by processing it with a
retrieval algorithm on a corpus and then using a performance metric, such as precision,
to gage it. The issue with this method is that the target set of documents in the corpus
has to be known for a query. This required knowledge makes it difficulty to rate a
large number of queries. Clarity scoring [12, 13] is a metric that differs from the others
in that it does not judge the quality of a query based on the relevancy of the retrieved
documents. Clarity scoring works on the principle that the target set of documents
is going to represent only a small fraction of the corpus. The retrieved document
set and the corpus are represented probabilistically using language modeling and the
clarity score is simply the relative entropy between the two.

In the controlled query generation approach that is presented here, the relative
entropy between the relevant set and the corpus is used to derive a corresponding

query set. This approach is broken into seven steps as illustrated in figure 3.1.

Step 1: Identify a relevant set

The first step in the process is to define a relevant set of documents. A de-

tailed explanation of how these sets are defined for this work is in section 3.2.

Step 2: Define language models for the relevant set and the corpus

Let the relevant set of documents defined in step 1 be R. The language model
for R is calculated by first concatenating all the documents in it together to form
a single large document. The language model can then be determined easily
using standard methods described in chapter 2. The Jelinek-Mercer smoothing
method, discussed in section 2.3, was selected to be used in this work as it has

been shown to be effective and relatively simple to implement.

R=di®do®d3®...®d, (3.1)
freqir

P.t|R) = =—————— 3.2

(HR) = 5~ o (3.2)

P (t|R) = (1 — N Ppy(t|R) — APy (t|corpus) (3.3)
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where dy,ds, ds, . ..,d, are documents which make up R as defined in step 1.
Po(t|R) and Py, (t|corpus) are the maximum likelihood estimates for R and

the corpus. Pj,(t|R) is the Jelinek-Mercer smoothing method.

The assumption that is made in creating this model is that all documents for
a relevant set, I?, are equally important and should contribute equally to the
construction of the model. However, typically documents have a degree of rel-
evancy to the user query.

Assumption: All documents in R are equally important. This sup-
ports their equal contribution to the construction of R’s language

model.

Step 3: Sort the terms in the vocabulary based on how much they contribute to

relative entropy

Relative entropy can be used to measure the difference between two proba-
bilistic models as described in section 2.6. As language models are probablistic
models, the relative entropy between the model for R and the model for the

corpus will reflect how different they are from each other.

Py (t|R)

relative entropy = Z ij(t’R) log P [(t|corpus)

teVv

(3.4)

where t is a term in vocabulary V', the set of all terms in the corpus. The corpus
model is estimated from all documents in the collection. It is assumed that the
maximum likelihood estimate will adequately approximate it.

Assumption: The maximum likelihood estimate for the corpus rep-
resents its language model. This supports there being no need to

smooth the corpus model.

The calculation of relative entropy is done iteratively over the vocabulary.
Terms that contribute the most to relative entropy can be viewed as the terms

that most distinguish the relevant set from the corpus. This allows for the
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nature derivation of a term discrimination scoring function.

Pim (t|R)

t) = P, (t|R)log ———F—
score(t) jm (t112) log P (t|corpus)

(3.5)
This approach is similar to Cai et al. [8] who used this scoring function and other
divergence functions except they compared models of the top ranked documents

to the corpus in order to find terms for query expansion.

Step 4: Identify the term that contributes the most to relative entropy and its av-

erage frequency in the relevant set. This term is the first generated query

The initial query is the term in the relevant set that contributes the most to
relative entropy. The average frequency of this term in the relevant set is used

as its query frequency.

Step 5: Identify the term that contributes the most to relative entropy and is not in

a query

Step 6: Concatenate this term using its average frequency in the relevant set to the

previously created query. Add this new query to the set of generated queries

Step 7: Repeat Steps 5-6 until there are no more terms

The above procedure creates queries exhaustively iterating through the vocabulary
used by the corpus. For this work, this procedure is terminated when only terms that
contribute less than 1% to relative entropy remain to be selected in step 5. The reason
for this lower bound is that it was found in this work through experimentation that
terms that contribute less than 1% to relative entropy have a negligible impact on

the performance of the query.

3.2 The Relevant Sets

The previous section described a method for generating sets of queries from known

relevant sets of documents. To support this method, a corpus with defined relevant
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Figure 3.1: Controlled Query Generation.
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sets has to be selected. The Reuters-21578 corpus [46] is one such document collection
that meets this criteria. It is a small corpus that was developed by David Lewis and
is composed of 21578 news articles that appeared on the Reuters newswire in 1987.
Its documents have been rigorously categorized manually with a variety of thematic
schemes. The relevant sets that are used in this work are defined using these cate-
gories. While there are other corpora that have queries sets constructed for them, the
relevant document sets that pertain to them are often loosely defined. For example,
the TREC HARD corpus has queries defined for it which have known relevant docu-
ment sets. However, these relevant document sets were created by human evaluators
judging only documents that were retrieved by predefined queries using various doc-
ument retrieval systems. Thus the membership to these relevant sets has not been
rigorously defined. The TREC HARD corpus is very large though and performing
the same style of manual categorization that was done for Reuters-21578 would be

both difficult and costly.

For the experimental trials conducted here, the relevant sets were defined using two
factors in the schema, TOPICS and PLACES. Documents that have both a TOPICS
and a PLACES label in common are considered to belong to the same relevant set.
For example, “grain” is label in TOPICS and “canada’” is a label in PLACES. The

group of documents that have both the “grain” and “canada” labels are considered
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to belong to the same relevant set. As documents in this dataset can have multiple
TOPICS and PLACES labels, relevant sets are not exclusive.

The TOPICS scheme groups articles based on economic themes while the PLACES
scheme groups them based on geographic themes. Articles can have multiple labels
from TOPICS and PLACES although they are not required to have any. It should
be noted that some articles in Reuters-21578 were not suitable for categorization by
the TOPICS scheme and were marked with a BYPASS label. The LEWISSPLIT also
gives documents a TRAIN, TEST, or NOT-USED label depending on whether they
were used for training or testing or not used at all in experiments conducted by Lewis.
Articles that have a BYPASS or NOT-USED label were not included as part of the
retrievable corpus for any trials conducted in this thesis. As such, 19812 documents

in Reuters-21578 were used for the experimental trials.



Chapter 4

Implementation

This chapter will address specific implementation details for the experimental trials.
The first section discusses how the documents were preprocessed before the trials
were run. The second section covers which retrieval algorithms were selected to be
examined. The last two sections cover the performance metrics that were used and

the actual design of the experiment.

4.1 Document Preprocessing

As described previously, individual documents are selected to be indexed from the
Reuters-21578 corpus based on whether or not they are in a LEWISSPLIT. Although
the documents are composed of different components, the only ones used in this work
are the title and body which are concatenated and indexed. Stop words, i.e. terms
that occur very frequently in the English language, are filtered out using a standard
list [16]. This is a common procedure as stop words have very little information thus
contribute very little to the overall content of the document. Inclusion of such terms
tends to hurt retrieval performance of algorithms as they will typical be assign larger
weights due to their within document frequencies. Stemming is also performed on the
terms prior to indexing using Porter’s algorithm [6]. Stemming is another common
practice in document retrieval as it removes affixes from terms. Terms with a common
base typically have very similar meanings thus this technique helps combat synonymy

by reducing the effects affixes.

The unigram model is used for all the algorithms in this work. The unigram model
simply requires that all terms that are indexed consist of a single word. This assump-
tion however does not always hold as it ignores phrases, also known as polygrams.

An examination of retrieval approaches using phrases is left for future work.

30
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4.2 Retrieval Algorithms
There are five retrieval algorithms selected to be examined using the generated con-

trolled queries. They are listed below. A description of them can be found in chapter

2.

Vector Space Model

Blind Relevance Feedback Rocchio using 5 documents

Blind Relevance Feedback Rocchio using 10 documents

Song’s Language Modeling

Relevance Modeling

Two Rocchio trials are conducted; one using the top 5 documents in the retrieved set
as feedback and the other using the top 10. These two trials are BRF approaches to
VSM. Relevance modeling is a BRF approach to language modeling. In the relevance
modeling trial, the relevance models are built using the top 50 documents. This is
consistent with Lavrenko’s work [11, 25]. As well, Lavrenko’s Method 1, explained
in section 2.5.1, is used to estimate the relevance models. Method 1 was choosen
to be used because from Cronen-Townsend’s work on clarity scoring it was reported
to create better scores [12, 13]. The VSM based algorithms were selected for this
experiment as they are a classical approach. The language modeling based algorithms
were choosen because they are a relatively new approach to document retrieval.

The VSM algorithm used is the one described in chapter 2. Salton recommends
the addition of constants to the term weight calculation [6]. However, it was observed
in this work from experimentation that addition of these constants only improves the
retrieval performance of short queries consisting of only a few terms. The constants
actually have the oppose affect, harming performance, on queries containing many
terms. As such, they are not incorporated into any of the VSM trials in order to be
consistent.

For both the language and relevance modeling approaches, the Jelinek-Mercer
method was used to perform smoothing. This method was chosen over others as it

tends to allow for the greatest improve on long queries. Since the number of terms in
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the queries created by the controlled query generation process described in chapter
3 increases rapidly, the Jelinek-Mercer method was the logical choice. The value for
the A constant is set to be .4 which is consistent with Cronen-Townsend et al. work

on clarity scoring [12, 13].

4.3 Performance Metrics

Two performance metrics are used during the experimental trials, Mean Average Pre-
cision After Relevant Documents Seen (MAP) and R—Precision, described in sections
2.2.2 and 2.2.3. MAP is a commonly used performance metric and to an extent can
attribute its popularity to TREC. One of the advantages of this metric is that it
produces a single value for a retrieval algorithm’s performance. MAP reports the
average ranking of the relevant documents in the retrieved set. This metric however
does not account for recall. Consequently, it is possible for a retrieved set to produce
a high MAP value but have a low recall value.

To overcome the shortcoming of MAP, R—Precision is used synchronously. R—
Precision complements MAP well as it indicates the degree of recall as the percentage
of relevant documents in the top rank. For example, if R—Precision is low and MAP
is high then only a few relevant documents have been retrieved though they are in
the top rank. Another case is if R—Precision is low and MAP is low; this indicates

that relevant documents have been retrieved but are not ranked high.

4.4 Experimental Design

There are a total of 1882 relevant sets that can be defined on the Reuters-21578 corpus
using unique TOPICS and PLACES label pairs. Using the controlled approach to
generating queries described in section 3.1.1, a total of 57660 queries were created
over all the relevant sets. The purpose of this experiment is to test for query qualities
where blind relevance feedback (BRF) fails to improve retrieval performance. Five
different retrieval algorithms were explored as explained in section 4.2. They fall into
two groups, VSM based ones and language modeling based ones. In each group, a
BRF approach is examined.

For this work, all trials using BRF are limited to re-ranking the retrieved set
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instead of performing a second retrieval. Document re-ranking was selected as the
original retrieved set represents the set of documents that contains at least one of the
original query terms; it is assumed in this work that documents that are relevant to the
user must at least contain one of the original query terms. However, this assumption
does not necessarily always hold as it is possible for a document to be relevant and not
contain any query terms. Many terms suffer from synonymy or near synonymy and it
is sometimes difficult for users to form a query where this assumption is true. While
query expansion can help overcome this issue, terms also suffer from polysemy, having
multiple meanings, and so expanded queries may retrieve non-relevant documents.

Assumption: Documents that are relevant for a particular query must
contain at least one of the original query terms. This supports using BRF
to only perform document re-ranking

Synonymy decays recall while polysemy decays precision. While query expansion
partly addresses the issue of synonymy, it is hard to control the polysemous side
effects. Further complications arises as heuristics have to be relied on to determine
how many and which terms should be selected for query expansion. By restricting
the BRF approaches to re-ranking the retrieved set, the emphasis of this work is on
overcoming polysemy thus reducing ambiguity in the user query. Means for combating

synonymy are left for future work.



Chapter 5

Results and Evaluations

For these experimental trials, a total of 1882 relevant sets are used; the largest contain-
ing 3143 documents. However, in the analysis presented in this section, the relevant
sets “acq usa” and “earn usa” are ignored. This is due to the number of documents
that they contain, 1787 and 3143 respectively, to be much more than the other rele-
vant sets. The next largest relevant set is “grain usa” with a magnitude of 334. It was
felt that by incorporating “acq usa” and “earn usa” into the statistical analyses that
they would skew the results as they are outliers. Table 5.1 shows the distribution of

relevant sets according to the number of documents they contain.

The randomized complete block design (RCBD) with a Tukey’s honest significant
difference (TukeyHSD) post hoc analysis[48] employing a 95% family wise confidence
level was used on the collected results. The different algorithms in this experiment
make up a 5 level treatment and individual queries are used as blocks. The queries can
be used as blocks in this case as a block can be interpreted to consist of 5 queries that
are exactly the same and are processed under exactly the same conditions varying

only the algorithm used.

This analysis was conducted for both performance metrics, MAP and R—Precision.
Groups of relevant sets based on size were examined. These groupings were used as it
was observed that retrieval performance appears to depend on the magnitudes of the
relevant sets. For this work, relevant set sizes from 1 to 10 are examined individually.
As illustrated in table 5.1, there are fewer relevant sets that contain a large number
of documents. In order to provide statistical significance during analysis, sets with
sizes 11 to 15, 16 to 20, 21 to 50, and 51 to 400 are grouped together. To accelerate
the computation of the RCBD for each group, without lost of generality, 100 queries
selected randomly are used as the sample population. These queries are run on each

algorithm.

The number of documents in a relevant set can be viewed as being representative
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Size Number of Relevant Sets
1 831
2 346
3 177
4 85
5 71
6 50
7 50
8 25
9 23
10 20
11 to 15 75
16 to 20 35
21 to 50 64
51 to 400 28

Table 5.1: Distribution of relevant sets according to size.

of different types of information seeking tasks that the user may have with document
retrieval. The smaller magnitudes represent a more narrow search where the user
is looking for specific documents. The large magnitudes are more illustrative of a
broader search which is indicative of a user browsing documents.

The RCBD is run 4 times on each grouping of relevant sets. For each run, the
random sample is drawn from a different subset of the generated queries. These

subsets are:
e The entire set of generated queries
e The first third of generated queries
e The second third of generated queries
e The last third of generated queries

The sets of generated queries created by the process outlined in chapter 3 start with
a single term query and each successive query has an additional term. Thus, the
first third are the smallest queries and contain the least information. The last third
are the largest queries and contain the most information. These different subsets of

queries represent different levels of query quality.
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The next two sections will present the outcome of the TukeyHSD analyses. The
first table in each section lists the trials where the BRF approaches significantly
outperform the baseline algorithms. The following tables in each section will list
the converse, trials where the baseline algorithms significantly outperform the BRF
approaches. To conserve space, the names for the algorithms are abbreviated as

follows:

e Vector Space Model = VSM

Blind Relevance Feedback Rocchio using 5 documents = roch

Blind Relevance Feedback Rocchio using 10 documents = roc10

Song’s Language Modeling = song

Relevance Modeling = rele50

5.1 Mean Average Precision

The results of the RCBD are consistent over all relevant set groupings and query
subsets; at least one of the 5 algorithms in each trial differed significantly from the
A TukeyHSD post hoc

analysis was conducted after each trial. These analyses reveal which algorithms differ

rest with a probablity of a type I error less than 0.0001.

from each other with statistical significants. Table 5.2 displays all the trials where
the BRF approaches are significantly better than the baselines. Tables 5.3 and 5.4
show the trials where the baselines are significantly better than the BRF approaches.
Appendix B contains a complete listing of the results from the TukeyHSD analyses
on MAP.

rocl0 > VSM roch > VSM releb0 > song

Relevant | Query Relevant | Query Relevant | Query

set size subset set size subset set size subset
None 21 to 50 | 1% third None

Table 5.2: Trials where BRF is significantly better for MAP — This table shows the
trials where the BRF approaches are significantly better than their baselines for MAP.
This only occurs in one trial.



VSM > rocl0 VSM > roch song > releb(
Relevant | Query Relevant | Query Relevant | Query
set size subset set size subset set size subset
1 All 1 All 2 All
1 15 third 1 1% third 2 1%¢ third
1 27 third | 1 27 third | 2 274 third
2 All 1 Last third | 2 Last third
2 15! third 2 All 3 All
2 24 third | 2 1%¢ third 3 1%¢ third
2 Last third | 2 274 third | 3 274 third
3 All 2 Last third | 3 Last third
3 1% third 3 27 third | 4 All
3 27 third | 3 Last third | 4 1%¢ third
3 Last third | 4 27 third | 4 274 third
4 All 4 Last third | 4 Last third
4 27 third | 5 27 third | 5 All
4 Last third | 5 Last third | 5 1% third
5 1% third 6 2 third | 5 274 third
5 27 third | 6 Last third | 5 Last third
5) Last third | 7 Last third | 6 All
6 15¢ third 8 274 third | 6 1% third
6 274 third | 8 Last third | 6 274 third
6 Last third | 9 Last third | 6 Last third
7 Last third | 11 to 15 | Last third | 7 All
8 1% third 16 to 20 | 27 third | 7 1% third
8 274 third | 16 to 20 | Last third | 7 2nd third
8 Last third 7 Last third
9 274 third 8 All
9 Last third 8 1% third
10 Last third 8 274 third
11 to 15 | 2" third 8 Last third
11 to 15 | Last third 9 All third
16 to 20 | 2" third 9 274 third
16 to 20 | Last third 9 Last third
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Table 5.3: Trials where the baselines are significantly better for MAP Part 1 — This
is one of two tables that shows the trials where the baselines are better than the BRF
approaches.
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song > releb0
Relevant | Query

set size subset

10 All third
10 1%¢ third
10 274 third
10 Last third

11 to 15 | All third
11 to 15 | 1°¢ third
11 to 15 | 2" third
11 to 15 | Last third
16 to 20 | All third
16 to 20 | 1%! third
16 to 20 | 27 third
16 to 20 | Last third
21 to 50 | All third
21 to 50 | 1% third
21 to 50 | 2" third
21 to 50 | Last third
51 to 400 | All third
51 to 400 | 1% third
51 to 400 | 2 third
51 to 400 | Last third

Table 5.4: Trials where the baselines are significantly better for MAP Part 2 — This
is the second table that shows the trials where the baselines are significantly better
than the BRF approaches for MAP. This table in particular shows some of the trials
where language modeling is better than relevance modeling.
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In these trials there is only one in which a BRF approach is significantly better
than its baseline. On the contrary, there are many trials where the baselines are
significantly better than the BRF approaches. In fact, there are 31 trials where
VSM is significantly better than rocl0 and 23 trails where it is significantly better
than rocb. There are 51 trials where language modeling is significantly better than
relevance modeling. These results provide support for the hypothesis that BRF does
not improve retrieval performance on these types of queries.

Another important result that has come from the TukeyHSD analyses is that it
appears that language modeling is significantly better than VSM for these queries.
With the exception of two trials on relevant sets of size 1, language modeling was
significantly better than VSM. This provides evidence that language modeling is
better than VSM for these types of queries. Appendix B contains the results from all
the TukeyHSD analyses using MAP as the dependent variable.

5.2 R—Precision

Like MAP, a RCBD was run on all relevant set groupings and query subsets. The
results for every trial indicate that there is at least one algorithm with an R—Precision
that is significantly different than the others with a probability of a type I error less
than 0.0001. The following tables show the results of the TukeyHSD. Table 5.5
lists the trials where the BRF approaches are significantly better than the baselines.
Tables 5.6 and 5.7 list the trials where the baselines are significantly better. Again the
analyses point to BRF not improving performance. Appendix C contains a complete

listing of the results from the TukeyHSD analyses on R-Precision.

rocl0 > VSM roch > VSM reled0) > song

Relevant | Query Relevant | Query Relevant | Query

set size subset set size subset set size subset
None None None

Table 5.5: Trials where BRF is significantly better for R—Precision — This table shows
the trials where the BRF approaches are significantly better than their baselines for
R-Precision. There are no trials where BRF is better.



VSM > rocl0 VSM > roch song > releb0
Relevant | Query Relevant | Query Relevant | Query
set size subset set size subset set size subset
1 All 1 All 2 274 third
1 27 third | 1 15¢ third 2 Last third
1 Last third | 1 274 third | 3 All
2 All 1 Last third | 3 1% third
2 1% third 2 All 3 274 third
2 27 third | 2 15¢ third 3 Last third
2 Last third | 2 27 third | 4 All
3 All 2 Last third | 4 1%¢ third
3 27 third | 3 27 third | 4 274 third
3 Last third | 3 Last third | 4 Last third
4 274 third | 4 27 third | 5 All
4 Last third | 11 to 15 | 27¢ third |5 1%% third
5 All 16 to 20 | 27 third | 5 274 third
5 15" third | 16 to 20 | Last third | 5 Last third
5 274 third 6 All
5 Last third 6 1% third
6 15 third 6 274 third
6 274 third 6 Last third
6 Last third 7 All
7 274 third 7 1% third
8 Last third 7 274 third
16 to 20 | 2" third 7 Last third
16 to 20 | Last third 8 All
8 15¢ third
8 274 third
8 Last third

40

Table 5.6: Trials where the baselines are significantly better for R—Precision Part 1
— This is one of two tables that shows the trials where the baselines are better than
the BRF approaches.



song > releb(
Relevant | Query
set size subset
9 All
9 1%¢ third
9 27¢ third
9 Last third
10 All
10 15¢ third
10 274 third
10 Last third
11 to 15 | All
11 to 15 | 1*¢ third
11 to 15 | 27 third
11 to 15 | Last third
16 to 20 | All
16 to 20 | 1°¢ third
16 to 20 | 2" third
16 to 20 | Last third
21 to 50 | All
21 to 50 | 1% third
21 to 50 | 2" third
21 to 50 | Last third
51 to 400 | All
51 to 400 | 1% third
51 to 400 | 2"¢ third
51 to 400 | Last third
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Table 5.7: Trials where the baselines are significantly better for R—Precision Part 2
— This is the second table that shows the trials where the baselines are significantly
better than the BRF approaches for R—Precision. This table in particular shows some
of the trials where language modeling is better than relevance modeling.
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The results of the trials measuring R—Precison are very similar to the results of
the trials measuring MAP. There are no trials where a BRF approach is significantly
better than its baseline. However, there are 23 trials where VSM is significantly better
than roc10 and 14 trials where it is significantly better than roch. Language modeling
is significantly better than its BRF approach, relevance modeling, in 50 of the trials.
As with MAP, these results provide support for the hypothesis that BRF does not
improve retrieval performance on these types of queries.

The TukeyHSD also show that language modeling is significantly better than VSM
on these queries. Similar to the analyses on MAP, language modeling is significantly
better than VSM on every trial with the exception of two trials on relevant sets of size
1. Appendix C lists all the results from the TukeyHSD analyses using R—Precision as
the dependent variable.

5.3 Summary

This chapter presented the results from the experimental trials conducted using
queries generated by the controlled process discussed in chapter 3. This control
allows for different relevant sets sizes and subsets of queries to be examined individ-
ually. Each combination of query subset and relevant set size represents a different
search scenario or environment. There are a total of 64 different environments exam-
ined here and MAP and R-Precision are measured for each one on 5 different retrieval
algorithms.

In these trials, typically the BRF approaches, rocl0, roch, and relevance mod-
eling, do not outperform the baseline algorithms, VSM and language modeling. In
fact, there are many trials where it appears the BRF is significantly worse than the
baselines. These results support the hypothesis, stated in chapter 1, that BRF will
not improve retrieval performance on queries composed of the most discriminating
terms based on relative entropy. In other words, for most of the scenarios, represented
by the trials, BRF failed to improve retrieval performance.

Another important result that was found from these trials is that Song’s approach
to language modeling was consistantly significantly better than Salton’s VSM. In
fact, there are trials where the difference in their retrieval performance is almost

100%. This evidence supports the use of language modeling over VSM for document



retrieval.
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Chapter 6

Conclusions and Future Research

There are two contributions made by this thesis. The first is the introduction of a
new approach to evaluating a document retrieval algorithm that, instead of using
user generated queries, uses queries that are autonomously created in a controlled
manner. One of the main issues with using user authored queries is that often times
the true relevant set is not known prior to query generation. This makes it difficult
to manually generate multiple queries for the same relevant set. Users have different
contexts and as such will have different opinions as to what is relevant to queries they
create. This leads to a lack of control over query quality during evaluation which in
turn makes it hard to determine why a particular level of performance was achieved.
Performance can be attributed to the quality of the query, size of the relevant set,
users notion of relevance, and how distinguishable the relevant set is from the overall

corpus. It is very difficult to determine and control these factors when involving users.

The automated approach presented in this thesis addresses this need for control.
Contrary to a user evaluation where the relevant sets are defined ad hoc by the
queries issued, a controlled query generation approach is proposed where relevant sets
are known a priori and are used to define the queries. The queries are manufactured
using the terms that contribute the most to the relative entropy between the language
models for the relevant sets and the corpus. This allows for an experimental design
where query quality and relevant set sizes can be varied. The drawback of this
approach is that highly annotated corpora are required. For this level of annotation
to be done to a corpus, a substantial amount of resources is required. Regardless,
this approach gives the necessary control for simulating different types of queries
and environments which algorithms can be exposed to. Conducting evaluations in
this manner will help construct a better understanding of why certain algorithms are

better than others in different circumstances.
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This proposed method leads to the second contribution made by this thesis, pro-
viding evidence to support the hypothesis defined in chapter 1; blind relevance feed-
back (BRF) does not improve the retrieval performance of queries constructed from
only the most discriminating terms, based on relative entropy, for a relevant set. In
the experimental trials, BRF algorithms were evaluated to determine if they improve
retrieval performance; BRF was limited to document re-ranking in this work. The
results do indicate that BREF does not help on this type of query and in some cases
hurts performance. This is contrary to many reported results as discussed in chapter
2. Query expansion techniques still have to be examined though their results may be
similar to what was witnessed here. These examinations are left for future work due
to the challenges with appropriately setting the heuristics involved as pointed out by
Sakai [36, 37, 38].

Another important result is the significant difference in performance between lan-
guage modeling and VSM. In the trials, language modeling consistantly significantly
outperformed VSM. Further experimentation has to be done with different VSM
based algorithms but this result provides a substantial case for using language mod-
eling over VSM. An examination of probabilistic modeling approaches such as BM25

is left for future work.

This difference in performance between the VSM and language modeling ap-
proaches also provides justification for exploring the use of language modeling and
relative entropy for contextual retrieval. More specifically, the approach used here for
query generation is similar to how user profiles can be generated. It would be interest-
ing to see if this approach can be extend to user profiling and if greater performance

results are yielded.

A weaknesses with the proposed approach to query generation is that the method
for constructing the queries represents only one type of query. Queries were formed by
concatenating terms that most distinguish the relevant set based on relative entropy.
This generates only a few queries out of the total possible. Further exploration
using different methods for manufacturing queries has to be conducted. The current
approach gives only one view of how the different retrieval algorithms perform on

queries containing the most discriminating terms.

A second weakness in this approach to query generation is that it relies on relative
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entropy to gage term discrimination. Relative entropy is an attractive function to use
for calculating term discrimination as it takes into account both the probability of a
terms occurring in the relevant set and in the corpus. However, relative entropy is not
a true distance metric as it does not satisfy the triangle inequality [10]. Any extension
to the query generation approach proposed here must consider this. It may be worth

exploring alternatives to relative entropy as the term discrimination function.

A third weakness is the dependency of this approach on predefined relevant sets
in the corpus. This requirement means that a corpus must be heavily categorized.
Preprocessing a corpus in this manner is a very timely process as it requires human
evaluators. To do this with large corpora such as the ones found in TREC will require
a large effort. However, once a corpus is labeled, it never needs to be labeled again;

it 1S a one time cost.

It is also important to consider the correlation between evaluations using users
and evaluations using the controlled query generation approach proposed here. A
positive relationship between the two styles would indicate that if an evaluation us-
ing controlled query generation identified one retrieval algorithm being better than
another for a particular query environment, a similar result would be found in a user
evaluation. Controlled query generation would not rule out the need for conducting
user evaluations but instead minimize how many of them have to be conducted. This
result is important considering that user evaluations tend to be expensive and time
consuming. If there is a positive correlation, evaluations using controlled queries can
be executed multiple times prior to a user evaluation in order to precisely fine tune

retrieval algorithms or to determine if they are even worth trialing.

Overall, the method for creating controlled queries for evaluating and comparing
document retrieval algorithms presented here makes a significant contribution ad-
dressing the lack of control in current evaluation techniques. This method is far from
perfect though and there is still much work to be done regarding different methods on
actually combining discriminating terms in query formation process. It is through dif-
ferent methods of generating these queries that different control environments can be
setup which will ultimately bring to light different properties that retrieval algorithms
may have. Evaluation using these controlled queries will lead to a better understand

of document retrieval algorithms and consequently help guide future research and



development on them.
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Appendix A

Glossary

Boolean Model: An approach to document retrieval that retrieves documents that

satisfy Boolean expression queries.

Blind Relevance Feedback: An approach for automatically gathering relevance

feedback that assumes that the top ranked documents are relevant.
Corpus: A document collection.

Clarity Scoring: An approach for evaluating query quality by taking the relative

entropy between the model for the retrieved set and the model for the corpus.
Explicit Feedback: Feedback that is given from the user as input.
Implicit Feedback: Feedback that is gathered from user behavior.

Language Model: A probability mass function representing the likelihoods of terms

in a vocabulary being produced.
MLE: Maximum likelihood estimate.
Noise: Documents or information that is not relevant to the user’s search.
Polysemy: The property of a term having multiple meanings.

Probabilistic Model: An approach to document retrieval that retrieves a given
document based on the ratio between the probability that it is relevant and the

probability that it is not.
RCBD: Randomized complete block design.

Relative Entropy: A divergence function that is used for comparing probability

distributions.
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Relevance Feedback: Feedback extracted from the user regarding the relevancy of

the documents in the retrieved set.
Relevant Set: The set of documents that is relevant to the query.

Retrieved Set: The set of documents that is retrieved by a algorithm based on a

query and corpus.
Synonymy: The property of many terms having the same meaning.
Target set of documents: The set of documents that is relevant to the query.
TukeyHSD: Tukey honest significant difference.

VSM: Vector space model.



Appendix B

MAP Results

This appendix contains the results from the Tukey’s honest significant difference
(TukeyHSD) post hoc analyses using MAP as the dependent variable. This analysis
was performed on every trial as the results of the randomized complete block designs
for each indicated that at least 1 of the 5 algorithms differed significantly from the
others with a probablity of a type I error less than 0.0001. The TukeyHSD reveals
which algorithms differ from each other with statistical significants. The results of
these analyses are shown in the tables below; algorithms that do not differ significantly
appear under the same line. The MAP for each algorithm in a trial appears directly

below its label in the trial’s corresponding table.

Query Set = All Query Set = First Third

roco rocl0 vsm song reled0  rocd rocl0 vsm releb) song
0.6575 0.6735 0.8288 0.9005 0.9176 0.6396 0.6629 0.7800 0.8793 0.8892

Query Set = Second Third Query Set = Last Third

roch rocl0 releb) vsm song rocb rocl0 releb0) vsm song
0.8692 0.8894 0.9750 0.9800 0.9950 0.9342 0.9574 0.9700 0.9950 1.0000

Table B.1: MAP results for relevant set size = 1 — In these trials rocb and rocl0 do
not differ significantly nor do relevance modeling and language modeling. The only
trial where VSM is not significantly better than both rocb and roc10 is the one that
samples from the last third.
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Query Set = All Query Set = First Third

rocl0) roch vsm reledb0 song

0.4196 0.4546 0.5823 0.6563 0.7677 10¢10 rocd — vem releb0 song

0.3497 0.3935 0.5119 0.6015 0.6981
Query Set = Last Third

Query Set = Second Third

rocl0) roch vsm reled) song

0.4994 0.5094 0.6621 0.6076 0.9097 10¢10 rocd reles0  vsm - song

0.5716 0.6010 0.6662 0.7774 0.9107

Table B.2: MAP results for relevant set size = 2 — In these trials VSM is significantly
better than rocb and rocl0. As well, language modeling is significantly better than
relevance modeling and VSM.

Query Set = All Query Set = First Third

rocl) rocd vsm releb) song rocl0 roch vsm releb) song
0.3140 0.3358 0.3891 0.5021 0.6302 0.2616 0.3022 0.3567 0.4786 0.5885

Query Set = Second Third Query Set = Last Third

rocl0 roch vsm releb0 song
0.3447 0.3815 0.5009 0.5483 0.7415

rocl0) rochH releb) vsm  song
0.4353 0.4688 0.5765 0.6385 0.8271

Table B.3: MAP results for relevant set size = 3 — In these trials VSM is signifi-
cantly better than rocl0 however it is only significantly better than roch for trials
sampling from the second and last third. Language modeling is significantly better
than relevance modeling and VSM.
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Query Set = All

Query Set = First Third

rocl) roch vsm releb0 song

rocl0 rocs — vsm reled0 song og1 009979 () 3304 0.3893 0.4615

0.2990 0.3312 0.3667 0.4307 0.5441
Query Set = Second Third

Query Set = Last Third

rocl0 roch vsm releb) song

0.3554 0.3899 0.4769 0.5301 0.7112 1ol roc5 releb0 vsm = song

0.3782 0.4480 0.4834 0.5386 0.7353

Table B.4: MAP results for relevant set size = 4 — Here, VSM is only significantly
better than both roch and rocl0 on trials sampling queries from the second and last
third of the generated query sets. Language modeling is significantly superior to the
other algorithms.

Query Set = First Third

Query Set = All

rocl0) roch vsm releb0 song

0.2924 0.3063 0.3424 0.4778 0.5966 10¢10 rocd  vsm releb0  song

0.3231 0.3518 0.3898 0.5004 0.6068
Query Set = Second Third Query Set = Last Third

rocl0) rocd rele50 vsm song  rocl0 rele50 roch vsm song
0.4301 0.4830 0.5257 0.5796 0.7562 0.4619 0.5037 0.5454 0.6501 0.7899

Table B.5: MAP results for relevant set size = 5 — VSM is significantly better than
both roc5 and rocl0 in the trials sampling queries from the second and last third of
the generated query sets. Language modeling is significantly better than the other
algorithms in all trials.
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Query Set = First Third

Query Set = All

rocl0) roch vsm releb0 song

0.2355 0.2500 0.2839 0.4073 0.4887 10¢10 105 vsm releb0  song

0.2277 0.2548 0.2807 0.3724 0.4335
Query Set = Second Third Query Set = Last Third

rocl) rocH vsm releb) song rocl0 roch vsm rele5) song
0.2317 0.2674 0.3325 0.4774 0.6378 0.2597 0.2951 0.3785 0.4723 0.7379

Table B.6: MAP results for relevant set size = 6 — In these trials roc10 and roch are
not significantly different and VSM is only significantly better than both of them in
the trials which sample from the second and last third of the generated query sets.
Language modeling is significantly better than relevance modeling.

Query Set = All Query Set = First Third

rocl) rocH vsm releb) song rocl0 roch vsm releb) song
0.2262 0.2278 0.2512 0.4005 0.5422 0.1427 0.1465 0.1634 0.3079 0.4684

Query Set = Second Third Query Set = Last Third

rocl) roch vsm releb0 song

0.1760 0.1810 0.2310 0.3966 0.6850 10¢i0 rocd  vsm releb0  song

0.1935 0.2088 0.2700 0.3732 0.7025

Table B.7: MAP results for relevant set size = 7 — VSM is only significantly better
than roc10 and roc) in the trial that samples queries from the last third of the gener-
ated query sets. Language modeling is significantly better than relevance modeling.
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Query Set = First Third

Query Set = All

rocl0) roch vsm reled) song
0.2486 0.2650 0.2877 0.4301 0.5625

Query Set = Second Third

rocl) roch vsm releb0 song
0.2292 0.2521 0.2765 0.4207 0.5485

Query Set = Last Third

rocd rocl0 vsm releb() song

rocl0  rocs - vsm reles0 song - 5999 ) 3997 4393 0.4424 0.7559

0.2615 0.2864 0.3568 0.4284 0.7106

Table B.8: MAP results for relevant set size = 8 — Roc10 and roc5 are not significantly
different. VSM is significantly better than both rocl0 and rocb in the trials that
sample from the second and last third of the generated query sets. Language modeling
is significantly better than both relevance modeling and VSM.

Query Set = All

Query Set = First Third

rocl0 roch vsm releb0 song

rocl0 - rocs — vsm releb0 song 4011609 (1859 0.3250 0.3750

0.2002 0.2106 0.2280 0.3649 0.4213
Query Set = Second Third Query Set = Last Third

rocl0 rocd vsm releb0 song  roclO0 roch vsm releb0 song
0.2106 0.2273 0.2638 0.4154 0.5733  0.2309 0.2369 0.3043 0.4082 0.6279

Table B.9: MAP results for relevant set size = 9 — In these trials roc10 and rocb are
not significantly different. VSM is not significantly different than rocb in all trials
except the one that samples from the last third of the generated query sets. Language
modeling significantly outperforms relevance modeling in all trials except the one that
samples from the first third of the generated query sets.
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Query Set = All Query Set = First Third

rocl) rocd vsm releb) song rocl0 roch vsm releb) song
0.1829 0.2043 0.2097 0.3243 0.4149 0.1835 0.1957 0.2022 0.2844 0.3961

Query Set = Second Third Query Set = Last Third

rocl0 roch vsm releb0 song

0.2075 0.2238 0.2490 0.3211 0.5160 1oclV rocd — vsm rele50 song

0.2407 0.2473 0.2868 0.3474 0.5792

Table B.10: MAP results for relevant set size = 10 — In these trials roc5 is not signif-
icantly different from VSM. Language modeling is significantly better than relevance
modeling and VSM.

Query Set = All Query Set = First Third

rocd rocl0 vsm releb0) song  rocl0 roch vsm releb) song
0.3321 0.3237 0.3331 0.4165 0.5117 0.2550 0.2694 0.2803 0.3409 0.4704

Query Set = Second Third Query Set = Last Third

rocl0 rocd vsm releb50 song  roclO0 roch vsm releb0) song
0.2380 0.2480 0.2873 0.3934 0.6321 0.2128 0.2185 0.2700 0.3900 0.6813

Table B.11: MAP results for relevant set size = 11 to 15 — Here, VSM is only signifi-
cantly better than both rocb and rocl0 in the trial that samples from the last third
of the generated query sets. Language modeling is significantly better than the other
algorithms.
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Query Set = All Query Set = First Third

rocb vsm roclO releb0 song rocb rocl) vsm releb() song
0.2179 0.2189 0.2204 0.2910 0.4071 0.1925 0.1940 0.1996 0.2815 0.3970

Query Set = Second Third Query Set = Last Third

rocl) rocd vsm releb) song rocl0 rocdh vsm releb) song
0.1646 0.1687 0.2095 0.3481 0.5341 0.1978 0.2021 0.2500 0.3815 0.5655

Table B.12: MAP results for relevant set size = 16 to 20 — VSM is only significantly
better than both rocl0 and roc) in the trials that sample from the second and last
third of the generated query sets. Language modeling is significantly better than the
other algorithms.

Query Set = All Query Set = First Third

vsm rocl0 roch releb() song vsm rocl0 roch releb5() song
0.2365 0.2444 0.2456 0.3194 0.4071 0.2836 0.2933 0.2958 0.3314 0.4206

Query Set = Second Third Query Set = Last Third

rocd rocl0 vsm releb0 song rocdo rocl0 vsm releb0) song
0.2769 0.2788 0.2830 0.3298 0.5304 0.2572 0.2596 0.2782 0.3271 0.5426

Table B.13: MAP results for relevant set size = 21 to 50 — VSM is not significantly
different from both rocl0 and roc5 in all trials except in the one that samples from
the first third of the generated query sets; here roc5 is significantly better. Language
modeling is significantly better than the other algorithms.
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Query Set = All Query Set = First Third

vsm rocd rocl0 rele50 song vsm releb0 rocl0 rocb song
0.2791 0.2856 0.2879 0.3032 0.4363 0.3058 0.3069 0.3184 0.3185 0.4366

Query Set = Last Third

Query Set = Second Third

rochb rocl) vsm releb0) song

0.2520 0.2566 0.2650 0.2730 0.4955 0¢2 rocl0  vsm releb0 song

0.2522 0.2546 0.2695 0.3105 0.5236

Table B.14: MAP results for relevant set size = 51 to 400 — Here, VSM is not
significantly different from roc10 or roc5. Language modeling is significantly better
than relevance modeling.



Appendix C

R—Precision Results

This appendix contains the results from the Tukey’s honest significant difference
(TukeyHSD) post hoc analyses using R-Precision as the dependent variable. The
TukeyHSD was conducted on each trial as the randomized complete block designs for
each indicated that at least 1 of the 5 tested algorithms are significantly different with
a probability of a type I error less than 0.0001. The following tables show the results
of the TukeyHSD on each trial. Algorithms that are not significantly different from
each other appear under the same line. The average R—Precision for an algorithm in

a trial appears below its label in the trial’s corresponding table.

Query Set = All Query Set = First Third

roch rocl0 vsm releb0 song roch rocl0 vsm song releb0
0.42 0.48 0.65 0.89 0.89 0.44 0.50 0.62 0.79 0.81

Query Set = Second Third  Query Set = Last Third

roch rocl0 vsm releb0 song rocd rocl0 vsm reled0 song
0.73 0.74 0.97 0.97 098 0.90 0.91 1.00 1.00 1.00

Table C.1: R-Precision results for relevant set size = 1 — In these trials roch and
rocl0 are not significantly different. VSM is significantly better than them except in
the trial that samples queries from the first third. Language modeling and relevance
modeling are not significantly different.
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Query Set = All Query Set = First Third

rocl0 rocd vsm releb0 song roclO roch vsm rele50 song
0.370 0.370 0.515 0.605 0.655 0.330 0.380 0.530 0.635 0.720

Query Set = Last Third

Query Set = Second Third

rocl0 rocd vsm releb0 song

0.400 0.420 0.580 0.635 0.805 "0¢L0 rocs vsm rele50 song

0.555 0.580 0.770 0.670 0.915

Table C.2: R-Precision results for relevant set size = 2 — VSM is significantly better
than roc10 and rocb. Language modeling is only significantly better than relevance
modeling for trials sampling queries from the second and last third.

Query Set = All

Query Set = First Third

rocl) roch vsm releb0 song

rocl0  rocs  vsm reles0 song o c6r 5100 03333 0.4400 0.5333

0.2200 0.2633 0.3200 0.4500 0.5333
Query Set = Second Third Query Set = Last Third

rocl) rocH vsm releb) song rocl0 roch releb0 vsm song
0.3100 0.4033 0.4967 0.5167 0.6800 0.4000 0.4633 0.5133 0.5900 0.7500

Table C.3: R-Precision results for relevant set size = 3 — VSM is only significantly
better than both roch and rocl0 for trials sampling queries from the second and last
third. Language modeling is significantly better than the other algorithms over all
trials.
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Query Set = All Query Set = First Third

rocl0 rocH vsm releb) song rocl0 roch vsm releb) song
0.2825 0.2975 0.3250 0.4150 0.5000 0.2175 0.2400 0.2650 0.3350 0.4000

Query Set = Second Third Query Set = Last Third

rocl0 rocd vsm reled0 song  rocl0 rocd releb0 vsm  song
0.3200 0.3700 0.4450 0.4825 0.6350 0.3450 0.4350 0.4375 0.4775 0.6575

Table C.4: R-Precision results for relevant set size = 4 — VSM is only significantly
better than both roch and roclO in the trial that samples from the second third
of the generated query sets. Language model is significantly better than the other
algorithms.

Query Set = All Query Set = First Third

rocl0 rocd vsm releb0 song roclO rocd vsm rele50 song
0.254 0.310 0.316 0.396 0.488 0.292 0.366 0.374 0.478 0.566

Query Set = Last Third

Query Set = Second Third

rocl0 rocd vsm releb0 song

0.336 0.448 0.488 0.504 0.708 "0cl0relesO roc5 - vsm - song

0.434 0.496 0.546 0.574 0.754

Table C.5: R-Precision results for relevant set size = 5 — Rocb is not significantly
different from VSM in any trial. As well, language modeling is significantly better
than the other algorithms.
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Query Set = All 7Query Set = First Third

rocl0) roch vsm releb0 song

0.2167 0.2467 0.2533 0.3717 0.4583 10¢10 rocd  vsm reled0 song

0.1833 0.2433 0.2450 0.3500 0.4067
Query Set = Second Third Query Set = Last Third

rocl) rocH vsm releb0 song rocl0 roch vsm releb) song
0.2083 0.2833 0.3017 0.4317 0.5717 0.2283 0.3150 0.3367 0.4617 0.6817

Table C.6: R-Precision results for relevant set size = 6 — Rocb and VSM are not
significantly different in these trials. Language modeling is significantly better than
the other algorithms.

Query Set = All Query Set = First Third

rocl0 rocd vsm relebS0) song  roclO0 roch vsm releb0) song
0.1871 0.2143 0.2257 0.3586 0.4986 0.1286 0.1471 0.1600 0.2871 0.4286

Query Set = Second Third

Query Set = Last Third

rocl0 roch vsm releb0 song

rocl0 rocs  vsm reled0 song 2 a0 0ors (9343 ().3686 0.6643

0.1329 0.1671 0.2114 0.3400 0.6071

Table C.7: R-Precision results for relevant set size = 7 — Rocb and VSM are not
significantly different. As well, roc10 and VSM are only significantly different on the
trial that samples queries from the second third. Language modeling is significantly
better than the other algorithms.
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Query Set = All Query Set = First Third

rocl) rocH vsm releb) song rocl0 roch vsm releb) song
0.2538 0.2650 0.2775 0.3875 0.4763 0.2288 0.2387 0.2512 0.3825 0.4712

Query Set = Second Third Query Set = Last Third

rocl0 roch vsm releb) song

0.3150 0.3200 0.3588 0.4412 0.6512 10cl0 roc5 — vsm rele50 song

0.3450 0.3513 0.3987 0.4425 0.6788

Table C.8: R-Precision results for relevant set size = 8 — Rocb and VSM are not
significantly different. As well, roc10 and VSM are not significantly different except
on the trial that samples from the last third of the generated query sets. Language
modeling is significantly better than the other algorithms.

Query Set = All Query Set = First Third

rocl) rocH vsm releb0 song rocl0 roch vsm rele5) song
0.1767 0.1944 0.2000 0.3244 0.3844 0.1411 0.1578 0.1744 0.2844 0.3433

Query Set = Second Third Query Set = Last Third

rocl) rocd vsm releb) song rocl0 roch vsm releb) song
0.2344 0.2433 0.2811 0.3867 0.5356  0.2378 0.2444 0.2889 0.3700 0.5478

Table C.9: R—Precision results for relevant set size = 9 — Roc10, roch, and VSM are
not significantly different on these trials. Language modeling is significantly better
than the other algorithms.
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Query Set = All Query Set = First Third

rocl0 rocd vsm releb0) song roclO rocd vsm rele50 song
0.207 0.214 0.224 0.339 0.421 0.189 0.189 0.196 0.274 0.357

Query Set = Second Third Query Set = Last Third

rocd rocl0 vsm releb0 song roch roclO vsm reled50 song
0.242 0.255 0.263 0.351 0.495 0.280 0.283 0.303 0.359 0.555

Table C.10: R—Precision results for relevant set size = 10 — Here, VSM, rocl0, and
roch do not differ significantly. Language model is significantly better than relevance
modeling.

Query Set = All Query Set = First Third

rocd rocl0 vsm releb0) song rocl0 roch vsm releb) song
0.2994 0.3042 0.3148 0.3991 0.4803 0.2176 0.2220 0.2276 0.3018 0.4181

Query Set = Second Third

Query Set = Last Third

roc 5 rocl0 vsm rele50 song

rocs rocl0 vsm rele50 song ) oena ) oere () 9es7 () 4961 0.6212

0.2629 0.2783 0.3076 0.4244 0.5847

Table C.11: R—Precision results for relevant set size = 11 to 15 — In these trials VSM
does not differ significantly from rocl0. Roch does not differ significantly from VSM
except in the trial that samples queries from the second third. Language modeling is
significantly better than the other algorithms.
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Query Set = All Query Set = First Third

rocb rocl) vsm releb0 song  rocl0) roch vsm releb0 song
0.2074 0.2076 0.2148 0.2902 0.3748 0.1983 0.2030 0.2030 0.2767 0.3834

Query Set = Second Third Query Set = Last Third

rocl) roch vsm releb0 song rocb rocl) vsm releb() song
0.1894 0.1946 0.2347 0.3677 0.5091 0.2040 0.2109 0.2605 0.3890 0.5309

Table C.12: R—Precision results for relevant set size = 16 to 20 — Here VSM is only
significantly better than rocb and rocl0O for the trials that sample from the second
and last third of the generated query sets. Language modeling is significantly better
than the other algorithms.

Query Set = All

Query Set = First Third

vsm releb0 rocl0 roch song

vsm - rocd rocl0 reled0 song - ooeq ) 3009 03011 0.3012 0.4214

0.2328 0.2400 0.2425 0.3069 0.3893

Query Set = Last Third

Query Set = Second Third

rocb vsm roclO rele50 song

0.3079 0.3121 0.3140 0.3383 0.5154 1ocl0 roc5 — vsm rele50 song

0.3116 0.3153 0.3223 0.3683 0.5419

Table C.13: R—Precision results for relevant set size = 21 to 50 — VSM, rocb, and roc10
do not differ significantly in these trials. Language modeling however is significantly
better than the other algorithms.
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Query Set = All Query Set = First Third

vsm rocl0 rocd rele50 song vsm releb0 rocl0 rocb song
0.3130 0.3226 0.3229 0.3230 0.4506 0.3240 0.3254 0.3363 0.3392 0.4389

Query Set = Last Third

Query Set = Second Third

roch releb) rocl0) vsm song

0.3077 0.3096 0.3121 0.3195 0.4929 10¢d rocl0  vsm rele50 song

0.3099 0.3152 0.3256 0.3499 0.5174

Table C.14: R—Precision results for relevant set size = 51 to 400 — VSM, rocb, and
roc10 are not significantly different. Language modeling is significantly better than
the other algorithms.



